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Usage of large Datasets on the Cluster 1/3

The storage hierarchy:
(here AMD EPYC 9254)

Dual-Socket, each 24 Core
Each w/ 1MB L2, 32kB L1
4 NUMA nodes/socket:
6 cores share 32MB L3,
fast access to “its” RAM
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Socket0
C0

L3 Cache
(32MB)

C5 C6

L3 Cache
(32MB)

C11 C12

L3 Cache
(32MB)

C17 C18

L3 Cache
(32MB)

C23

Socket1

C0

L3 Cache
(32MB)

C5

RAM 
Numa 0
(48 GB)

RAM 
Numa 1
(48 GB)

RAM 
Numa 2
(48 GB)

RAM 
Numa 3
(48 GB)

See File /proc/cpuinfo, and tools hwloc-ls (e.g. part of Open MPI), numactl/numstat

InfinibandPCIe, Eth

Total: 384 GB shared RAM

SSD:
1,92 TB

384 GB DDR4 RAM

Each node also contains 1,92 TB of NVMe SSD
of which ~925GB is usable for temporary data:
see ls –al $TMPDIR
Please note: $TMPDIR is deleted after each job

Node (gpu101-45;   gpu401, gpu801 differ slightly)
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Remember: Parallel FS does not work well for many small files…

The storage hierarchy…

Usage of large Datasets on the Cluster 2/3
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Socket0
24 Cores, 128 MB L3 Cache

Socket1
24 Cores, ...

InfinibandPCIe, Eth
SSD:

1,92 TB
384 GB DDR4 RAM

Node (gpu101-45, gpu401, gpu801)

Files may be in (in order of speed):
BeeGFS for $HOME
(with Soft-Quota 200GB)
WorkSpace (no quota)
Best accessed in a parallel way… (4 nodes, many Threads)

BeeGFS
MetaData Server

ST0:
170TB

ST1:
170TB

ST2:
170TB

ST3:
170TB

Local Scratch on SSD: ~925 GB available
ls $TMPDIR (deleted after Job)
Small Data: RAM-fs in
cp data.zip /dev/shm (deleted after Job)
Both work great for temporary and recurring data (Compile jobs, Training)

https://wiki.bwhpc.de/e/Workspaces
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Usage of large Datasets on the Cluster 3/3

Speed comparisons:
Write using POSIX (800MB total):
Write MPI (64 threads,64 GB total):
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BeeGFS $TMPDIR /dev/shm/

1,4 GB/s
8,5 GB/s

3,3 GB/s
8,7 GB/s

15 GB/s
117 GB/s

NEC showed 9,8 GB/s maximum write speed – with 4 compute nodes 
and 16 MPI processes per node. But that is not comparable.

Time to unzip a ”large” ZIP File (2000 images, 530 MB total):
BeeGFS $TMPDIR /dev/shm/

5,1 s 3,3 s 3,3 s

Remember: You may interactively log into a running Batch job using:
srun --jobid=<JOBID> --pty bash


